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Abstract: We study the Stochastic Shortest Path (SSP) problem for autonomous systems
with mixed max-sum cost aggregations under Linear Temporal Logic constraints. Classical
SSP formulations rely on sum-aggregated costs, which are suitable for cumulative quantities
such as time or energy but fail to capture bottleneck-style objectives where performance is
determined by the worst single event along a trajectory. To address this limitation, we introduce
max-aggregated objectives that minimize the maximum one-step cost. We show that standard
Bellman equations on the original state space are not directly applicable and propose an
augmented MDP that tracks the running maximum cost. We also identify a cyclic policy
phenomenon caused by zero marginal cost under max-aggregation, and resolve it via a finite-
horizon formulation. To handle high-level task specifications, we construct a product MDP from
the stochastic system and the automaton corresponding to the LTL formula. A lexicographic
value iteration algorithm is then developed to optimize mixed max-sum objectives under
lexicographic ordering. Gridworld case studies demonstrate the effectiveness of the framework.
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1. INTRODUCTION

Stochastic transition systems are widely used in au-
tonomous planning, such as robotic motion (Vitus et al.,
2012; Alterovitz et al., 2007), communication networks
(Abu Alsheikh et al., 2015; Rout et al., 2016), and power
grids (Stielec et al., 2012), etc. A natural problem that
arises in these settings is the stochastic shortest path
(SSP) problem, which aims to find an optimal policy at
each state that minimizes the expected accumulated cost.
Computing the optimal policy for an SSP problem is the
equivalent to solving a Markov Decision Process (MDP)
with the addition of a set of goal states (Bertsekas and
Tsitsiklis, 1996).

In the traditional stochastic path problem, the cost along
a path is typically accumulated using the sum operator,
meaning that the total cost of a trajectory is computed by
summing the costs of all individual steps along the path.
This additive formulation is intuitive and mathematically
convenient for modeling resources that are consumed over
time, such as total traverse time consumption, energy,
distance (Thrun et al., 2005; Bertsekas and Tsitsiklis,
1991). However, in many safety-critical applications, sim-
ply summing costs is insufficient for obtaining the optimal
policy. In these settings, the primary concern is often
the magnitude of the worst-case event encountered along
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the trajectory rather than the total accumulated cost. A
representative example is robot motion planning through
constrained environments, where each state incurs a cost
reflecting the local clearance or feasibility margin. A single
state with extremely low clearance can make the entire
trajectory infeasible, even if all other states are safe. Thus,
the objective is to minimize the maximum cost encoun-
tered along the trajectory, as system failure is triggered
by the worst violation rather than the cumulative effect of
all states.

To address the above-mentioned scenario, it is essential
to adopt a maz-aggregation objective, defined as the max-
imum single-step cost along the entire trajectory. Several
works have studied the bottleneck cost in deterministic
graphs (Edelkamp et al., 2005; Slutsky et al., 2021). For
stochastic graphs, the work of (Veviurko et al., 2024) pro-
posed a framework of max-reward reinforcement learning
framework in which the agent optimizes the maximum
reward encountered during an episode rather than the
cumulative return. In this framework, goal-reaching is
effectively incorporated into the objective, i.e., as long
as the goal state has the highest reward, the optimal
policy ensures reaching it, making goal reaching part of
the reward design. In contrast, our setting focuses on min-
imizing the maximum cost along a trajectory for safety-
critical objectives, while treating goal reaching as a hard
constraint rather than part of the objective.

Relying only on max-aggregation can produce policies that
satisfy safety thresholds but are inefficient in terms of path



performance. To address this, we employ a lexicographic
approach to strictly prioritize multiple objectives. While
work of (Wray et al., 2015) proposed a relaxed lexico-
graphic value iteration algorithm for optimizing over mul-
tiple objectives with lexicographic ordering, it only consid-
ered sum-aggregated costs. Furthermore, as autonomous
missions become increasingly sophisticated, agents must
adhere to complex high-level specifications beyond simple
reachability. This motivates the integration of linear tem-
poral logic (LTL) to formally define and enforce temporal
constraints such as sequential ordering and safety rules.

In this paper, we propose a hierarchical planning algo-
rithm for stochastic systems that considers mixed max-
sum cost aggregations under LTL constraints. This formu-
lation allows for simultaneous optimization of bottleneck
minimization and cumulative cost minimization with a
strict lexicographic priority structure. We identify and
analyze the cyclic policy phenomenon inherent to infinite-
horizon max-aggregation planning, where zero-marginal-
cost cycles prevent goal reachability. To address this, we
introduce a finite-horizon augmented state formulation
that guarantees termination. We validate our framework
through a planning scenario in a gridworld, where the
state transitions are stochastic, costs are defined with
lexicographic ordering, and the entire mission is defined
by Linear Temporal Logic specifications.

2. PRELIMINARIES

This section introduces essential notions related to the
standard SSP problem with sum-aggregated costs, the
syntax and semantics of linear temporal logic, and the con-
struction of the product system that bridges the stochastic
system dynamics with high-level specifications.

2.1 Stochastic Shortest Path

A stochastic transition system (Teichteil-Konigsbuch, 2012)
is a tuple M = (S, A, P,¢,T), where S is a finite state
space, A is a finite action space, P : Sx Ax.S — [0,1] is the
state transition probability function, ¢: .S x A xS — Ry
is a strictly positive one-step cost function, and T' C S is
the set of target (terminal) states. A stochastic transition
system is essentially a Markov Decision Process (MDP)
with target states. A (stationary, deterministic) policy is
a mapping 7 : S — A such that m(s) € A(s) for all s € S.
A policy 7 is called proper if it guarantees that the target
set is reached almost surely, i.e., P, (7 < oolsg) = 1.

For an initial state sg, the expected cumulative cost under
a proper policy 7 is defined as:

T—1
ZC(St, ag, 5t+1)’3()‘| . (1)
t=0
The objective of the SSP problem is to find an optimal
proper policy 7* that minimizes the expected total cost.
The optimal cost function J*(s) = inf, J™(s) satisfies the
following Bellman optimality equation:

min P(s'|s,a)(c(s, a,8") + J*(5')),s € T}
acA(s) Tes
07 seT.
(2)

JTF(S()) = Eﬂ—

J*(s) =

A typical solution to this problem is through Value Iter-
ation (Bertsekas and Tsitsiklis, 1996). Starting from an
initial function Jy : S — R>q (with Jo(s) = 0 for s € T'),
the value function is iteratively updated by the Bellman
operator 7, which is defined as:

Jk+1 (S) = (TJk) (S)

= min P(s'|s,a)(c(s,a,s") + Jp(s")). (3)
a€A(s)
s’es

To ensure the well-posedness of the SSP problem and
guarantee finite-time termination, we make two standard
assumptions: (i) there exists at least one proper policy, (ii)
all improper policies incur infinite expected cost (Teichteil-
Konigsbuch, 2012). The latter assumption indicates that
cyclic policies do not reach the goal states. Given these
assumptions and the positivity of one-step costs, the
Bellman operator 7 is monotonic and has a unique fixed
point J*, and value iteration is guaranteed to converge to
J* from any initial function that is zero on terminal states.

2.2 Linear Temporal Logic and Deterministic Finite
Automata

Beyond minimizing the accumulated costs, the system is
often required to satisfy complex high-level mission specifi-
cations involving combinatorial and temporal constraints.
We employ linear temporal logic (LTL) to formally specify
such missions. Since we consider finite-horizon planning,
we adopt finite LTL (FLTL), which is interpreted over
finite sequences of states. They are often converted into
Deterministic Finite Automata (DFA) to integrate FLTL
specifications into the planning framework, which serve as
monitors for task satisfaction (Baier and Katoen, 2008).

Let AP be a finite set of atomic propositions. The syntax
of FLTL formulas over AP are defined by the following
grammar

¢=T | L|p|-¢|d1Vea|dr1Nd2| X[ mUda, (4)

where p € AP. We also introduce the derived operators
“eventually” and “always”: F¢ = TUP, Gp = —F-¢
(Baier and Katoen, 2008).

The semantics of FLTL formulas are defined over finite
sequences of truth assignments to the atomic propositions.
A word over AP is a sequence o = 0¢01039...0,, where
each o; C AP represents the set of atomic propositions
that hold at position i. We write (0,7) = ¢ to denote
that the formula ¢ is satisfied at position i of word o. The
language of ¢ is L(¢) = {o € (247)* | 0 | ¢}, which
collects all temporal behaviors that comply with ¢, where
24P represents the alphabet of all possible propositional
valuations in a single instant, where (24F)* denotes the
set of all possible finite sequences of these valuations.

Any FLTL formula ¢ can be translated into a determin-
istic finite automaton (DFA) that accepts all and only
those words in £(¢). A DFA over alphabet ¥ is a tuple
A =(Q,q,%,0,F), where Q) is a finite set of automaton
states, go € Q is the initial state, ¥ = 247 is a finite
input alphabet, § : @ x ¥ — @ is the deterministic
transition function, F' C @ is the set of accepting states.
A run of A over a finite word o = ogo1...0, is a state
sequence qoq1 - - - gn4+1 such that g;y1 = (g, 0;) for all
1=0,1,...,n. The run r is accepting if the terminal state
Gn+1 belongs to F.



2.8 Product System Construction

To incorporate an FLTL specification ¢ into the SSP,
the stochastic transition system M is often combined
with a DFA A corresponding to ¢ (Baier and Katoen,
2008). We define the product stochastic system P =
(Sp, A, Pp,cp,Tp), where Sp = S x @ is the product
state space. The transition probability from a product
state (s,q) to a successor (s’,¢’) under action a € A is
given by:

Pr((s.aa(sa) = { 10 420D

Here, L : S — 247 is the labeling function that maps
states to the atomic propositions that hold. The cost func-
tion is inherited from the original SSP ¢p((s, q), a, (s',¢')) =
(s, a,s"). The terminal state set Tp is defined as Tp = S x

Let 7p be the first hitting time of 7. Reaching Tp is
equivalent to satisfying ¢, with satisfaction probability
Pr(¢) = Pr(mp < o0 | (S0,40)). Therefore, solving the SSP
on P minimizes the expected cost subject to almost-sure
satisfaction of ¢.

3. PROBLEM FORMULATION

In this section, we formulate the problem of lexicographic
multi-objective planning for stochastic systems subject to
temporal logic constraints.

We consider a discrete stochastic system M as described in
Section 2.1 and a stochastic policy, defined as a mapping
TS x A= [0,1] satisfying >, c 4(5) 7(als) = 1 for all
s € 5. The set of all such policies is denoted by II. Given
an initial state sg € S and a policy w € 11, a realization of
the stochastic transition system is a trajectory, denoted by
&. In general, trajectories are infinite because the system
continues evolving indefinitely. However, since we consider
SSP problems where all costs and performance criteria
are evaluated only up to the hitting time of reaching the
goal state, it is convenient to consider the finite prefix of
the trajectory that ends at the first hitting time. Thus,
we define the finite trajectory as a sequence of states
and actions £ = (so, ag, $1,a1,...,57), where the process
terminates when s, € T. The probability of obtaining a
specific finite trajectory £ under policy 7 is obviously given
by

Pa(€) = [] wlarlso)Plstanlse ar) )
t=0

Let =, denote the set of all possible trajectories generated
under policy 7w starting from sg. A trajectory-dependent
function is a map X : Z; — R, which assigns a real value
X (€) to each sequence. The expectation of X with respect
to the probability distribution induced by policy 7 is then

defined as
ST X(EPH(E). (7)

§E€EEL

EW[X] =

We introduce a multi-objective setting consisting of K
distinct objectives, indexed by the set K = {1,...,K}.
Each objective k € K is characterized by a strictly positive
one-step cost function ¢g : S X A xS — Rso. We partition

the objective set K into two disjoint subsets: Kgum and
Kmax, such that Koym U Kmax = K and Kgym N Kpax = 9.

e For k € Kqum, the accumulated cost of a trajectory is
the sum of costs incurred at each step. The expected
cost is defined as:

T—1

Z Ck(St,at, 3t+1)‘30‘| . (8)

t=0

e For k € Kpax, the accumulated cost of a trajectory is
determined by the maximum single-step cost encoun-
tered along the path. The expected cost is defined
as:

JZ(S()) = Eﬂ—

(9)

Combining these K objectives, we define the vector-valued
cost function for a policy 7 initialized at so as J™(sg) :=
(JT(s0), J5(80),--- J&(s0)). We employ the lexicographic
ordering on J™. Let 1,..., K represent the priority order,
where 1 is the most critical objective and K is the least
critical objective. For any two policies 7,7 € II, we
define m < 7', if and only if there exists k such that
Ji(s0) < J,f/(so)7 and for j < k, JI'(s0) = J]’T/(so).
The non-strict lexicographical order <.y is defined in the
usual way, i.e., T <jex 7 if and only if m <o 7 or
JT(s0) = JT (s0) for all k.

Finally, the system is subject to a linear temporal logic
specification ¢. A policy is considered admissible if the
generated trajectory satisfies ¢.

Ji(s0) = E, { max Ck(St,at,St+1)’$0:| .

0<t<7T—-1

We now formulate the problem addressed in this paper:

Problem 1. Given a stochastic system M, an FLTL for-
mula ¢, a set of K ordered cost functions {c;}%_, and
the partition {Ksum,Cmax}, compute a optimal policy
7* € II that almost surely satisfies ¢, i.e., P« (¢) = 1, and
lexicographically minimizes the multi-objective cost vector
J™ (s0) among all policies that almost surely satisfy ¢, i.e.,
7 <jex T, V7 € I with P, (¢) = 1.

The above problem characterizes a hierarchical, multi-
objective stochastic shortest path problem with a hybrid
max-sum aggregation under FLTL specifications.

4. OPTIMIZATION OF MAX-AGGREGATION
OBJECTIVES

We first focus on a single max-aggregated objective, cor-
responding to some k € Ky ax. For simplicity, we omit the
subscript k in this section. We first demonstrate that the
standard Bellman equation is inapplicable in this setting.
Subsequently, we propose an augmented state-space for-
mulation, the corresponding Bellman equation and a value
iteration algorithm.

4.1 Problems with standard MDP formulation

For max-aggregated costs, the standard Bellman recursion
cannot be directly applied in the original MDP formu-
lation. Let C; = max{c(s,as, s¢41), Cer1} denote the
maximum cost-to-go from time ¢. If one defines J™(s) =
E,[C}|s; = s], then the recursive expansion involves terms
of the form E;[max{c(s,a,s’),Cit1]s:41 = s'}]. Since



the max operator is nonlinear, this term cannot in gen-
eral be written as max{c(s,a,s’),J7(s')}. Thus, the ex-
pected max-aggregated cost cannot be determined by the
expected costs of successor states. This shows that the
principle of optimality does not hold in the original state
space, because the optimal decision also depends on the
maximum cost accumulated so far.

4.2 Value iteration for max-aggregation

Similar to (Veviurko et al., 2024), we define an augmented
state s, = (s,A) € S x R>q, where s denotes the current
state and A\ denotes the maximum one-step cost the agent
has accumulated up to the current time step. If the one-
step costs are finite and discrete, it is natural that the
set of A is also finite and discrete. Let J(s, \) denote the
expected max-aggregated cost starting from (s, A). The
goal is to compute the optimal value J*(sg,0) from the
initial state sg with no accumulated maximum.

We then derive the Bellman equation for this augmented
setting. Let C, denote the final max-aggregated cost upon
termination. Using the law of iterated expectations (Sut-
ton and Barto, 1998) and the augmented-state recursion
At+1 = max{ A, c(s¢, ar, S¢41)}, we have

JT(s,A) = Ez[Cxols0 = 8, M0 = ]
= E,[J7(s1, max{\, c(so, a0, s1)})[s0 = 8, Ao = ]

= Z m(al(s, ) Z P(s'|s,a)J7(s', max{\, c(s,a, s')}).
| (10)

The optimal value function J* satisfies the Bellman opti-
mality equation
J*(s,\) = min P(s'|s,a)J* (s, max{\, c(s,a,s")})
acA(s) Tes
(11)
with boundary condition J™(s,\) =\, Vs e T.

The optimal cost can be computed via value iteration. We
define the Bellman operator B performing on J as:

(BJ)(s,\) = min Z P(s'|s,a)J(s',max{\, c(s,a,s)}).
a€A(s) v

(12)
The value iteration update rule is Ji4+1 = BJ,. We then
prove the convergence of this value iteration by monotonic-
ity and boundedness of the Bellman operator (Puterman,
2014). Assume that the one-step cost is bounded, i.e.,
for some ¢ > 0, 0 < ¢(s,a,8') < ¢,Vs,a,s’. We take
two value functions J; and Jy that satisfy Ji(s,A) <
Ja(s,A) for all (s,A). Then, Jy(s',max{\,c(s,a,s)}) <
Jo(s',max{\, c(s,a, s")}). Multiplying both sides by non-
negative transition probabilities and summing over s’, we

have
Z P(s|s,a)J; < Z P(s'|s,a)Js.

For simplicity, J; denotes Ji(s', max{A\,c(s,a,s’)}), same

for Jo. Thus, we can conclude that

BJy =ming Y, P(s'|s,a)J1 < min, Y, P(s']s,a)J2 = BJs.
(14)

In other words, the operator B is a monotonic operator.

Besides, since every one-step cost is bounded and the

operator involves a convex combination of values, the

(13)

sequence {Jj } remains bounded. Hence, the value iteration
converges to the unique fixed point J*.

Once J* is computed, an optimal deterministic policy is
extracted as:

(s, ) = argmingec acs) Yo P(s']s,a)J* (s, max{\, c(s, a,s")}).

(15)

This policy guarantees the minimum expected max-
aggregated cost while correctly accounting for the history-
dependent maximum.

5. FINITE-HORIZON LEXICOGRAPHIC SSP WITH
FLTL CONSTRAINTS

We extend the max-aggregated SSP framework to a finite-
horizon setting under FLTL specifications. We propose
a unified, multi-layered value iteration algorithm that
computes a policy that almost surely satisfies the FLTL
specification and lexicographically optimizes an ordered
set of K objectives.

5.1 Finite Horizon Formulation for Mazx-Aggregation

Max-aggregation presents a fundamental challenge in
infinite-horizon planning. Suppose the agent has already
accumulated a cost of A. If it traverses an edge with cost
c(s,a,s") < A, then the max-aggregated objective does
not increase. This property creates a “zero-marginal-cost”
region in the state space, which can induce cyclic policies
where the agent loops indefinitely to avoid incurring a
higher cost required to reach the target.

To prevent such behavior and ensure termination, we im-
pose a finite planning horizon H. We introduce a counter
h € {0,1,...,H} that represents the number of steps
remaining before the process terminates. A larger H al-
lows longer satisfying trajectories. For the max-aggregated
objective, the state is augmented to (h,s,A). The value
function J(h,s,\) represents the expected cost when h
steps remain. The boundary conditions are modified. If
h =0, and s ¢ T, the agent has failed to reach the target
within the predefined time limit. We assign a sufficiently
large penalty cost Cry1 > € to such augmented states,
where ¢ is the maximal one-step cost.

The finite-horizon Bellman equation for A > 1 is thus:

J(h,s,\) = mingea(s) Yogeg P(s]s,a)J(h — 1,5, max{\, c(s,a,s)}).
(16)

5.2 Incorporating LTL Constraints via Product MDP

To incorporate FLTL specification ¢, we translate ¢ into
a DFA A, as outlined in Section 2.2. For planning pur-
poses, we extend this DFA with a rejecting sink state
Qrejs i'e'7 A¢ = (Q U {qrej}7q0a2757 F)7 where Qrej ¢ F.
Any transition that does not follow the DFA’s transition
function is redirected to gro; and from gy, all transitions
self-loop. We then construct the usual product system
P as defined in Section 2.3. For max-aggregation with
finite planning horizon H, the product state is of the form
sp = (h,s,q,A) € {0,....,H} x S x QU {Qrej} X R>o.
The accepting states of the DFA define the goal region
in the product. Any augmented state whose automaton
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Fig. 1. Visualization of state transition in the gridworld. The initial state is marked in green and the goal state is
marked in red. (Left) The trajectory is generated under finite-horizon max-aggregation objective. (Right) The
trajectory is generated under a prior max-aggregation objective and a secondary sum-aggregation objective with
FLTL constraint. The intermediate states are marked in blue and yellow, and the obstacle is marked in grey.

component is g is treated as a terminal sink with large
penalty cost Cty > ¢ This construction ensures that
the optimal policy avoids violating the FLTL specifica-
tion almost surely, because reaching g.¢; incurs a maximal
penalty.

5.8 Lexicographic Value Iteration

We now present the core algorithm: a generalized Lex-
icographic Value Iteration that computes a policy that
minimizes the ordered set of K objectives in lexicographic
order. The algorithm proceeds layer by layer, where layer k
optimizes objective k while respecting the optimality (up
to a tolerance €) of objectives 1,...,k — 1.

First, we solve for the primary objective J; (assumed to
be the max-aggregated cost). The Bellman equation for
h > 1is Ji(h,s,q,\) = mingea(s) Q1(h, s,q, A, a), where
the Q-value is given by

Qi(h,s,q,7,a) =Y P(s'|s,a)Ji(h = 1,5, 8(q, L(5)),

max{\,ci(s,a,s)}).
(17)
Typically multiple actions may achieve this optimal value
(or be very close to it). We identify the set of e-optimal
actions. We define the constrained action set A% (h, s, q, \)
as

Ai(hys,q,0) ={a € A(s) | Qi(h,5,0,\,a)

(18)
S mi/an(hv s, q, )" (l/) + 5}’

where € > 0 is a small slack parameter. Naturally, a larger
¢ will lead to a larger set of A7.

For the subsequent objectives k = 2, ..., K, the admissible
actions must remain within the action set that preserves
optimality of all previous layers, i.e., a € A} _,(h,s,q, ).
Specifically, if the k-th objective is a sum-aggregated cost,
the Bellman equation is:

min
a€Ay_(h,s,q,)\)
where Qi (h,s,q,\,a) =3, P(s'|s,a)ck(s,a,s") +
Ji(h—1,5",0(q, L(s")), max{\, c(s, a, s')})]. Note that even
if objective k is additive, we must still track the accumu-
lated max cost A in the state in a unified manner. After
computing Ji, we refine the action set as:

Jk(h,S,q,)\) = Qk(hasaqv)‘)v (19)

Az (h, 5,4, 0) ={a €A (hs,q,N) |

Qr(h,s,q,\,a) < H,lqin Qk(h,s,q,)\,a')-l-a}.
a’e r

k—1

(20)

This iterative process continues until all K objectives are
processed. The final policy 7* is selected from the most
constrained set A%:

(21)

min

*(h,s,q,\) € ar
T ( q ) gaeA’;((h,s,q,)\)

QK(h7 S,4, A7 CL).

6. EXAMPLES

We validate the proposed framework through two grid-
world case studies, which are motivated by indoor robot
navigation and similar to the settings of (Lacerda et al.,
2019). The first experiment focuses on the properties of the
max-aggregated objective. The second experiment evalu-
ates the complete Lexicographic Value Iteration algorithm
on a product MDP, showcasing the system’s ability to sat-
isfy Linear Temporal Logic specifications while optimizing
two hierarchical costs, the first-priority cost is accumulated
by max, and the second-priority cost is accumulated by
sum.

The environment is a grid world constructed as shown in
Fig. 1. The action space is A = {U, D, L, R}, correspond-
ing to up, down, left, and right. The transition model
is stochastic: the agent moves to the intended neighbor-
ing cell with probability 0.7, 0.8, and 0.9 for interior,
boundary, and corner cells, respectively. The remaining



probability is uniformly assigned to the other available
neighboring cells.

The one-step max-aggregated cost is set to be 20 for all
states, with the exception of two critical gateway states:
522 has a cost of 90, and s23 has a cost of 30.

We first evaluate the SSP problem with a single max-
aggregated objective to demonstrate the distinct behavior
of the proposed cost metric. The agent starts at s8 and
aims to reach the goal at s41. The finite horizon is set to
H = 200, with a failure penalty cost of 10%. The resulting
trajectory is shown on the left of Fig. 1. Note that a
critical decision point arises when the agent transitions
from the left part to the right part of the grid-world.
It must choose between passing through s22 or s23. A
standard sum-aggregated policy tends to minimize the
total accumulated cost. If the path through s22 had less
costs, a sum-minimizing agent might choose s22 to pass.
In contrast, our max-aggregated policy identifies s22 as
a severe bottleneck. The agent explicitly selects the path
through s23, accepting a potentially longer route to ensure
the maximum single-step cost never exceeds 30.

In the second experiment, we apply a two-phase Lexico-
graphic Value Iteration to solve a problem with FLTL
specification. With almost-sure that the trajectory satis-
fies a FLTL specification, the primary objective (Jy) is
to minimize the max-aggregated cost, and the secondary
objective (J2) is to minimize the sum-aggregated cost.

The FLTL specification is defined as

F(s27V $34) A G((s27 V s34) — Fs37) A G(s37 — Fs42) A G—s32.
(22)

The one-step cost for sum-aggregation (secondary ob-
jective) is uniformly 1. The planning horizon is set to
H = 2000. The resulting state sequence is shown on the
right of Fig. 1. The agent successfully navigates to the
intermediate goals in the correct order defined by the
FLTL formula. It is consistent with the first example that
the agent chooses the path through s23 to minimize the
primary max-aggregated objective. The resulting trajec-
tory validates the effectiveness of the proposed framework.

7. CONCLUSION

We presented a unified framework for stochastic short-
est path planning that considers mixed max—sum cost
aggregations under FLTL specifications. We showed that
max-aggregation breaks the standard Bellman recursion
and addressed this challenge through an augmented MDP
formulation. We further introduced a finite-horizon struc-
ture that avoids cyclic behaviors in infinite-horizon max-
aggregation. Combined with a product MDP and lexico-
graphic value iteration, the proposed framework handles
multiple objectives with lexicographic ordering. Its effec-
tiveness is demonstrated through a stochastic gridwork
example.

DECLARATION OF GENERATIVE AI AND
AI-ASSISTED TECHNOLOGIES IN THE WRITING
PROCESS

During the preparation of this work the authors used Chat-
GPT in order to check grammar and refine the language.

After using this tool/service, the authors reviewed and
edited the content as needed and takes full responsibility
for the content of the publication.
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